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Case study:
How a global bank is overcoming technical,
business and regulatory barriers to use Hadoop
for mission-critical applications
The Challenge
Many financial organizations across the globe are investigating Hadoop in their drive toward better utilization
and leverage of data, as they seek to take advantage of the significant cost savings it offers over traditional data
warehouse solutions. However, some IT executives in the financial services industry have shared concerns that
Hadoop is not as mature as established database technologies. They point to specific perceived shortcomings
preventing Hadoop from fully addressing both business and regulatory requirements. Foremost among these
are the following:
• B
 ackup reliability and data consistency across clusters and locations. Replication, backup and
recovery tools provided by the Hadoop distribution vendors are based on DistCp, which is primarily
designed for copying files, not consistent replication of an entire cluster for backup and recovery.
DistCp consumes significant cluster resources when copying data. Therefore replication using DistCp
is normally only scheduled during non-peak usage periods and backups can only take place outside
of normal business hours. Hence any outages could result in losing an entire day’s data. In addition,
DistCp doesn’t guarantee data consistency between clusters and recovery is often manual. This
introduces significant risk of human error during any recovery process, leading to further downtime
and data loss.
• I n distributed environments, without guaranteed consistency across locations, the same applications
will return different results depending on where they run, introducing business risk whenever
decisions are made on the basis of out-of-date, inaccurate data.
• M
 eeting application Service Level Agreements (SLAs). The bank’s IT group planned to deploy critical
real-time analytics applications with stringent SLAs, on high-performance systems with extra RAM to
support in-memory computing. However, Hadoop does not have a mechanism to zone application
processing within a cluster; all applications are distributed equally across the same infrastructure
in each cluster. Hence business critical applications requiring real-time performance could be
competing for cluster resources with batch applications supporting less important research projects.
• U
 sing the Cloud to contain on-premise IT costs and support offsite backup and disaster recovery.
Many financial services organizations are looking to the cloud as a solution to reducing their onpremise infrastructure costs. Rather than purchasing software and servers for use in-house and
ending up with higher costs and unused capacity, the cloud is seen as a way to only use additional
capacity when it’s needed. The cloud also offers a failsafe in the event that a firm loses its entire onpremise infrastructure. However, data stored in the cloud for this purpose can’t be stale. It needs to
be consistent with the state of the active primary cluster at the time it went offline. Once again, the
Hadoop vendors rely on DistCp to move data to the cloud.
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If these shortcomings could be overcome, the significant cost savings and benefits of moving to a Hadoop
infrastructure both on-premise and in the cloud would be impossible to ignore. These include:
• Enabling real-time decision making by processing high volumes of data in short timeframes across
globally distributed locations. This is critical for applications such as credit card fraud detection, risk
analysis, and global securities trading.
• Gaining a better understanding of customers and markets by collecting and analyzing unstructured
data, such as clickstream data, text from forms and emails, server logs, and posts from social media
tools, alongside structured account data across all geographies.
• Improving decision making by cost-effectively storing data for much longer periods and making it
available across regions, to give greater context as new data streams in.
• Reducing costs by running major data processing tasks on commodity hardware.
• Lowering costs by moving big data applications to the cloud either entirely, or in a hybrid mode.
WANdisco provides a solution that enables customers to realize the full potential of Hadoop both on-premise and
in the cloud, while ensuring they are able to manage costs, exceed the most stringent service level agreements
(SLAs) and achieve regulatory compliance.

Solution Overview
WANdisco delivers a unique, patented best-of-breed solution that enables near real-time, high volume data
movement over any distance, across any private or public cloud environment, enabling all the benefits described
above to be achieved.
What makes this solution unique is it ensures your data is 100% available and consistent across locations, while
improving data security and reducing the complexity of managing data in a globally distributed environment.
In addition, it allows full utilization of all your compute resources, avoiding standby servers and data centers that
only become active during an outage. With WANdisco Fusion’s active-transactional replication that captures
every change at the very core of this solution, you have peace of mind that not only is your data protected by a
solution that delivers the lowest possible RTO and RPO in the event of any disaster, the movement of your data
is guaranteed to remain strongly consistent, regardless of the distance between locations.
The active-transactional architecture of WANdisco Fusion™ makes it possible to easily move data between onpremise data centers and in and out of the cloud in near real-time without any disruption to ongoing in-house
Hadoop operations. The solution helps accelerate big data projects into production in the cloud, on-premise,
or in a hybrid mode.
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Solution Highlights
• C
 ontinuous availability and guaranteed data consistency make it easier to comply with stringent
regulations for data access, bulletproof backup and data consistency.
• M
 ulti-data center ingest has enabled real-time decision making in remote offices far from the main data
centers. At the same time, regardless of where data is ingested it can be replicated to any other locations
the organization chooses, for further analysis.
• 1
 00% utilization of compute resources to eliminate the expense of underutilized servers for backup and
disaster recovery, allowing financial organizations to save up to 50% on their hardware costs and scale
up their production Hadoop deployments without adding any additional hardware.
• S
 elective replication allows applications to utilize global data for roll up analysis without moving sensitive
information across borders, in violation of data security and privacy protection regulations.
• T
 ransfers data to cloud as it changes either on-premise or in other cloud environments with guaranteed
consistency. Cloud and on-premise environments operate in parallel during migration without disrupting
normal operations. These same capabilities support hybrid cloud on-demand burst-out processing and
offsite DR.
• F
 lexible and future-proof to eliminate vendor lock-in. The solution is not limited to any Hadoop
distribution or version, or any one cloud vendor. Replicates data as it changes in on-premise Hadoop
clusters, local and NFS mounted file systems, or between cloud environments with guaranteed
consistency.

Case Study
One global banking firm has leveraged this solution to help overcome the concerns of its IT executives about
deploying mission-critical applications with Hadoop. This has opened the way to millions of dollars of profits,
dramatically reduced losses due to fraud, and enabled significant savings on infrastructure spending in excess
of 35%, compared to traditional Hadoop solutions for availability, backup and recovery.
Today this bank is investigating how Hadoop and Fusion can be applied to other business applications that deal
with the flood of real-time data generated by mobile payment apps, and how to improve decision-making with
unstructured data from mobile apps and social media. The bank is also looking at taking advantage of activetransactional replication capabilities to begin their move to the cloud for on-demand burst out processing and
offsite disaster recovery.

About WANdisco
WANdisco’s products are differentiated by our patented, active-transactional data replication technology, serving
crucial high availability (HA) requirements, including Hadoop Big Data and Application Lifecycle Management
(ALM). Once believed to be impossible, our patented technology enables 100% uptime and 100% real-time data
access across widely distributed deployments of Hadoop, Subversion and Git.
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